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Week 5: CENTRALQUESTION

When there is no safety net, how
good is good enough?

A missed diagnosis has different consequences when there is no second opinion, referral
pathway, or chance to return.

e [fan Al system improves care on average, who is allowed to become less safe?

e Isanaccurate recommendation useful if the care it requires is out of reach?

e Thebenchmarkis not just “How oftenis it right?” It is: What happens to the patient when it is
wrong?
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Metrics for
decision-making
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Week 5: INTRODUCTION CONTEXT

What is the metric of success?

D ALY DALYs = YLD + YLL

Disability-adjusted life year Fewer DALYs = better

Healthy life lost @ &
PY »
/AN
* 303020202022 B 2 maaatelaaaaaaaa—
IR TR | v v s oy et | trence
————————————————————— lifespan
Birth Full health Iliness or disability Death P

YLD = years lived with disability x disability weight
YLL = years lost due to premature death Conceptual illustration. QALY quality weights and DALY disability weights are not necessarily complements.
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Week 5: INTRODUCTION

What is the metric of success?

ALY QALYs = ) (years lived x quality weight)
Quality-adjusted life year More QALYs = better
Healthy life lived

® ©
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life
Birth Full health Illness or disability Death teapan
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Week 5: INTRODUCTION

What is the metric of success?

DALY Disability-adjusted life year

Measures healthy life lost

DALYs = years lost to early death + years lived
with disability x disability weight

Disability
(years lived with disability
x disability weight)

Early death +
(years of life lost)

Fewer DALYs = better
Example: 4 years x disability weight 0.25 = 1 DALY

Disability component only

[ Laboratory for intelligent
I Clobal Health & Humanitarian
Response Technologies.

QALY Quality-adjusted life year

Measures healthy life lived

QALYs = years lived x health-related quality weight

75% 75% 75% 75% " yoals
° 0 d Quality weight: 0.75

Year 1 Year 2 Year 3 Year 4

More QALYs = better

Example: 4 years x quality weight 0.75 = 3 QALYs



Week 5: INTRODUCTION

ICER: Incremental Cost-Effectiveness Ratio

Extra cost
ICER = Extra health benefit

Compared with usual care

Cost of Al-supported care — Cost of usual care

ICER =

Health with Al-supported care — Health with usual care
Expressed as cost per QALY gained or per DALY averted

ILLUSTRATIVE EXAMPLE

$20,000 = 100 = $200

extra cost DALYs averted per DALY averted
An extra $200 for each healthy year of life saved.

[ ] Laboratory for intelligent
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Week 5: INTRODUCTION

Self fulfilling prophecy?

Whose expected life span?!

[ ] Laboratory for intelligent
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Week 5: ENGINEERING LECTURE E PFL

From

Technological Implementation to
Clinical Use

Lecturer: Dr. David Sasu




Week 5: From Technological Implementationto Clinical Use ENGINEERING

Outline

01 Hook: IBM Watson for Oncology
0y \Why a CDSS fails

UK How we design a CDSS that earns human trust

/9 Engineering robustness into your tools

OISA Back to your Projects

o Laboratory for intelligent
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ENGINEERING

[ ] Laboratory for intelligent
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http://drive.google.com/file/d/1BQo-7ShECIWmo_b85ZUKUgXJkcDGsW3E/view

Week 5: ENGINEERING FAILURE ENGINEERING

Looks cool right?

o Laboratory for intelligent
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ENGINEERING

“ Services v Research v About me Q B =

Case Study 20: The $4 Billion Al Failure of IBM
Watson for Oncology

Alle Posts The scale of the ambition became visible in 2015, when IBM formally launched Tugs
Watson Health as a dedicated business unit and began assembling capabilities
through a series of acquisitions that transformed the initiative from a product

7.December 2024 ) . i } Jechnology
into a strategic platform. The company acquired Explorys and Phytel, paid $1 Transformation

billion for Merge Healthcare, and announced the $2.6 billion acquisition of

https://www.henricodolfing.ch/en/case-study-20-the-4-billion
-ai-failure-of-ibm-watson-for-oncology/

[ ] Laboratory for intelligent
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https://www.henricodolfing.ch/en/case-study-20-the-4-billion-ai-failure-of-ibm-watson-for-oncology/
https://www.henricodolfing.ch/en/case-study-20-the-4-billion-ai-failure-of-ibm-watson-for-oncology/

Why IBM Watson for Oncology failed . . .

1. Unrepresentative training data and poor generalization across
healthcare settings

[ ] Laboratory for intelligent
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Why IBM Watson for Oncology failed . . .

1. Unrepresentative training data and poor generalization across
healthcare settings

2. Unreliable clinical/health recommendations

Disregard your
blurred vision

symptoms. WARNING:
VIEWER DISCRETION
Use dental_ IS ADVISED.
Foos 9o https://nypost.com/2025/10/24/health/real-life-w

of thatgrowth. /" ays-bad-advice-from-ai-is-sending-people-to-the
o # e/
Bangheadon

wall to combat
headaches. > ~
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https://nypost.com/2025/10/24/health/real-life-ways-bad-advice-from-ai-is-sending-people-to-the-er/
https://nypost.com/2025/10/24/health/real-life-ways-bad-advice-from-ai-is-sending-people-to-the-er/
https://nypost.com/2025/10/24/health/real-life-ways-bad-advice-from-ai-is-sending-people-to-the-er/

Why IBM Watson for Oncology failed . . .

1. Unrepresentative training data and poor generalization across
healthcare settings

2. Unreliable clinical/health recommendations

3. Scaling before sufficient real-world validation.

[ ] Laboratory for intelligent
I Clobal Health & Humanitarian
Response Technologies.
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Why IBM Watson for Oncology failed . . .

1. Unrepresentative training data and poor generalization across
healthcare settings

2. Unreliable clinical/health recommendations

3. Scaling before sufficient real-world validation.
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ENGINEERING

How do we design a CDSS that earns a
clinician’s trust?

1. Representative training data and generalization across healthcare
settings

2. Reliable clinical recommendations

3. Real-world validation before scaling.

[ ] Laboratory for intelligent
I Clobal Health & Humanitarian
Response Technologies. 19



Week 5: ENGINEERING FAILURE ENGINEERING

Engineering approaches to
increasing clinician trust in AI CDSS

o Laboratory for intelligent
I Global Health & Humanitarian
Response Technologies. 20



Let's assume that the goalis ...

To build an Al-powered medical assistant for health workers in Rwanda ...

[ ] Laboratory for intelligent
I Clobal Health & Humanitarian
Response Technologies. 21



Let's assume that the goalis ...

To build an Al-powered medical assistant for health workers in Rwanda ...

Problem 1: |s the underlying model
well trained? And if not what do
you do?

[ ] Laboratory for intelligent
I Clobal Health & Humanitarian
Response Technologies. 22



Let's assume that the goalis ...

To build an Al-powered medical assistant for health workers in Rwanda ...

LICHT

Laboratory for intelligent
Clobal Health & Humanitarian
Response Technologies.

Problem 1: |s the underlying model
well trained? And if not what do
you do?

Problem 2: How do you ensure that
the answers are not hallucinated?

ENGINEERING

23



ENGINEERING

Let's assume that the goalis ...

To build an Al-powered medical assistant for health workers in Rwanda ...

LICHT

Laboratory for intelligent
Clobal Health & Humanitarian
Response Technologies.

Problem 1: |s the underlying model
well trained? And if not what do
you do?

Problem 2: How do you ensure that the
answers are not hallucinated?

Problem 3: How do you verify the
answers that are given to ensure
they are true and safe?

24



Training time problem

g@ a

Domain 1
(e.g., English
medical data)

Qa
Mixture of
Domain 2
(g French datasets
medical data)
as E Dy
Domain 3

(e.g., Kinyarwanda
medical data)

ag

DomainK (g ciinical
quidelines)

[ ] Laboratory for intelligent
I Clobal Health & Humanitarian
Response Technologies.

Training dataset
(mixture of source domains)

ENGINEERING

If a model sees much more data from one
domain than another, the gradients
produced by that domain will have more
influence on how the model parameters

change.

25



Training time problem

Datasets from different
domains (imbalanced)

" - .
(Dog\ag: 1I " e Model performance

e.g., Englis 1

medical data) on target tasks

500,000 examples

o I |
clinical QA 85
French
cinicaion NN |78

Mixed training data

Domain 2

(e.g., French a,

medical data) ﬂ i

100,000 examples - ] — w :'

fmmm e — e — e ———e——— \
= i B« |

Domain 3 == |1 clinical QA 42 |

(e.g., Kinyarwanda as J = S Sl e i 2

medical data) @ — ewe Code-switch -:] 50

15,000 examples [ Trained model clinical QA

Domain 4 Q, Rwanda -:]

(e.g., Rwanda guidelines) 4 guideline QA 60

10,000 examples L

Model is clearly
deficient in this area

Domain 5

(e.g., general Qs
biomedical data)

375,000 examples

[ ] Laboratory for intelligent
I Clobal Health & Humanitarian
Response Technologies.

ENGINEERING

This means that ...

The choice of data mixture can
therefore change which downstream
abilities the model learns well.

26



ENGINEERING

Training time problem

Dataset domain Example Dataset size . .
contents Question: If we were to simply

D1 English medical 500,000 concatenate thls an_d train nqrmally,
QA what do you think will determine

?
D2 French medical 100,000 tsisuolurele e S

QA

D3 Kinyarwanda 15,000
medical QA

D4 Rwanda clinical 10,000
guidelines

D5 General 375,000
biomedical
guidelines and
instructions

[ ] Laboratory for intelligent
I Clobal Health & Humanitarian
Response Technologies. 27



ENGINEERING

Training time problem

Dataset domain Example Dataset size . .
contents Question: If we were to simply

D1 English medical 500,000 concatenate thls an_d train nqrmally,
QA what do you think will determine
what the model learns?

D2 French medical 100,000
QA
D3 Kinyarwanda 15,000
Eelezl O Answer: Our model will receive far
D4 Rwanda clinical 10,000 more parameter updates from
guidelines English / general medical domains
D5 General 375,000 than by the small Kinyarwanda /
biomedical Rwanda specific domains
guidelines and
instructions

[ ] Laboratory for intelligent
I Clobal Health & Humanitarian
Response Technologies. 28



ENGINEERING

Training time problem

What we can do about this ...

GRAPE %: Optimize Data Mixture
for Group Robust Multi-target Adaptive Pretraining .
Core idea:

Simin Fan, Maria los Glarou, Martin Jaggi

“‘Ab“‘ Once you identify your source data domains and target

The pefomanceof e g ks (LLM) scross divers downtcam tasks, during your training process, assess which target

applications is fundamentally and composition of their
pretraining corpora. Existing ths
data mixtures for a single target tasl

i primarily optimize

iy resling o ol o v capabilities are learning more slowly than others and then

i while i er on
other benchmarks. This paper introduces Group Robust Multi-target Adaptive

. - . .
BBl SRARE Sl il ol ] o oy increase training exposure to the source domains
across multiple target tasks simultancously. GRAPE dynamically adjusts sampling . . . .
e o tueans whose gradients are useful for improving the lagging
Th@s adaptive process prioritizes tasks based on their learning difficulty throughout

e ., capabilities.

Xperiments on ClimbLab and SlimPajama
datasets demonstrate that GRAPE consistently outperforms baseline methods in
terms of reasoning performance across 6 benchmarks. Furthermore, when applied
to multilingual targets, GRAPE effectively identifies optimal training mixtures
from mainstream languages, achieving superior language modeling capabilities

[ ] Laboratory for intelligent
I Clobal Health & Humanitarian
Response Technologies. 29
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Training time problem
Applying this idea to our initial goal ...

Source data Target tasks Sampling
domains proportions

English medical English clinical

QA QA

French medical French clinical
QA QA
Kinyarwanda Kinyarwanda
medical QA clinical QA
Rwanda clinical Code-switched
guidelines QA

General Rwanda
biomedical guidelines QA
guidelines and

instructions

[ ] Laboratory for intelligent
I Clobal Health & Humanitarian
Response Technologies.

0.40

0.10

0.05

0.05

0.40

ENGINEERING
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ENGINEERING

Training time problem
Applying this idea to our initial goal ...

L 1
Source data Target tasks Sampling
domains proportions
1.00

English medical English clinical ~ 0.40

QA QA
French medical French clinical 0.10 1.20
QA QA .

training
Kinyarwanda Kinyarwanda 0.05 T 200
medical QA clinical QA ’
Rwanda clinical Code-switched 0.05
guidelines QA 1.80
General Rwanda 0.40
biomedical guidelines QA 1.60
guidelines and :
instructions

[ G H T Laboratory for intelligent
I Clobal Health & Humanitarian
I Response Technologies. AV G 1 h 52 3]



ENGINEERING

Training time problem
Applying this idea to our initial goal ...

L 1 L 2
Source data Target tasks Sampling
domains proportions
1.00 0.80

English medical English clinical ~ 0.40

QA QA
French medical French clinical 0.10 1.20 1.02
QA QA .

training
Kinyarwanda Kinyarwanda 0.05 7 200 1.96
medical QA clinical QA ’ :
Rwanda clinical Code-switched 0.05
guidelines QA 1.80 1.76
General Rwanda 0.40
biomedical guidelines QA 1.60 152
guidelines and : ’
instructions

L. G H T Laboratory for intelligent
Clobal Health & Humanitarian
I Response Technologies. AVG 1 h 52 1 4 1 2 32



ENGINEERING

Training time problem
Applying this idea to our initial goal ...

Loss 1 Loss 2
Source data Target tasks Sampling - -
domains proportions
1.00 0.80

English medical English clinical ~ 0.40

QA QA Overall average loss
French medical  French clinical 0.10 1.20 1.02 seems to be reducing
oA A training so everything is cool
Kinyarwanda Kinyarwanda 0.05 T 200 1.96 right?

medical QA clinical QA

Rwanda clinical Code-switched  0.05

guidelines QA 1.80 1.76

General Rwanda 0.40

biomedical guidelines QA 1.60 1.52

guidelines and i ’

instructions

[ ] Laboratory for intelligent
L I G H I Global Health & Humanitarian AVG 1 52 —_— 1 4 1 2
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ENGINEERING

Training time problem
Applying this idea to our initial goal ...

Loss 1 Loss 2 Not quite!
Source data Target tasks Sampling - G
domains proportions
1.00 0.80

. . . " ——(1.00-0.80) / 1.00 = 0.20
English medical English clinical ~ 0.40

QA QA
French medical  French clinical 0.10 1.20 1.02
QA QA -

training
Kinyarwanda Kinyarwanda 0.05 — | 200 1.96 ~ (2.00-1.96)/2.00 = 0.02
medical QA clinical QA
Rwanda clinical Code-switched  0.05
guidelines QA 1.80 1.76
General Rwanda 0.40
biomedical guidelines QA 1.60 152
guidelines and : ’
instructions

[ ] Laboratory for intelligent
L I G H I Global Health & Humanitarian AVG 1.52 1.412
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ENGINEERING

Training time problem
Applying this idea to our initial goal ...

Target tasks Formulated task
weights

English clinical QA 0.05 Core idea:

French clinical QA 0.10 Once we have identified the tasks that
are improving more slowly compared to

Kinyarwanda clinical ~ 0.40 others, we place greater emphasis on

QA those tasks by applying higher weights

Code-switched QA 0.30 to them.

Rwanda guidelines 0.15
QA

[ ] Laboratory for intelligent
I Clobal Health & Humanitarian
Response Technologies. 35



ENGINEERING

Training time problem
Applying this idea to our initial goal ...

Source data domains | Sampling proportions

Srigllgnizalsalof 00 Question: Which training domain
produces parameter changes that

Fremen meeles) G e would actually help the lagging target
tasks?

Kinyarwanda medical 0.05

QA

Rwanda clinical 0.05

guidelines

General biomedical 0.40

guidelines and

instructions

[ ] Laboratory for intelligent
I Global Health & Humanitarian
Response Technologies.
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Training time problem
Applying this idea to our initial goal ...

Source data domains Alignment with
Kinyarwanda QA

English medical QA 0.08

French medical QA 0.03

Kinyarwanda medical QA  0.71

Rwanda clinical 0.52
guidelines

General biomedical 0.14
guidelines and

instructions

[ ] Laboratory for intelligent
I I Clobal Health & Humanitarian
Response Technologies.

ENGINEERING

Question: Which training domain
produces parameter changes that
would actually help the lagging target
tasks?

To answer this question, we compare
the alignment between the data domain
gradients and target task gradients

37



Training time problem
Applying this idea to our initial goal ...

Source data Target tasks New Sampling
domains Proportions

English medical
QA

French medical
QA

Kinyarwanda
medical QA

Rwanda clinical
guidelines

General
biomedical
guidelines and
instructions

LICHT

English clinical
QA

French clinical
QA

Kinyarwanda
clinical QA

Code-switched
QA

Rwanda
guidelines QA

Laboratory for intelligent

Global Health & Humanitarian

Response Technologies.

0.25

0.08

0.25

0.20

0.22

\_

Old Sampling
Proportions

0.40

0.10

0.05

0.05

0.40

ENGINEERING

After observing the Kinyarwanda and
code-switched QA are lacking and
observing that Kinyarwanda /
Rwanda-specific training gradients
helps those targets, we have to readjust
our sampling weights to refiect this.

38



ENGINEERING

Training time problem

The entire cycle

Evaluate target

Calculate ROl Update target Update training

Train model —— priorities data mixture

[ ] Laboratory for intelligent
I Clobal Health & Humanitarian
Response Technologies. 39



ENGINEERING

Inference-time knowledge problem

Medical Assistant

What is the first-line treatment for
uncomplicated malaria in children
under 5 years old in our national

quidelines?
1AM v

For uncomplicated malaria in children
under 5 years old, the first-line treatment
is artemisinin-based combination therapy
(ACT), typically artemether-lumefantrine
for 3 days, as recommended in the
national malaria treatment guidelines.

Which section and guideline number
in the national guidelines states this
recommendation?

9428M &

This recommendation is stated in
Section 3.2, Guideline 3.2.1° of the
National Malaria Treatment Guidelines
(2023), which covers first-line treatment
for uncomplicated malaria in children
under 5 years old.

Hallucination

[ ] Laboratory for intelligent
Clobal Health & Humanitarian
Response Technologies.
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ENGINEERING

Inference-time knowledge problem

Medical Assistant

What is the first-line treatment for
uncomplicated malaria in children
under 5 years old in our national

quidelines?
1AM v

For uncomplicated malaria in children
under 5 years old, the first-line treatment
is artemisinin-based combination therapy
(ACT), typically artemether-lumefantrine
for 3 days, as recommended in the
national malaria treatment guidelines.

Which section and guideline number
in the national guidelines states this

recommendation?
9428M &

This recommendation is stated in
Section 3.2, Guideline 3.2.1° of the
National Malaria Treatment Guidelines
(2023), which covers first-line treatment
for uncomplicated malaria in children
under 5 years old.

Hallucination

Laboratory for intelligent

Global Health & Humanitarian

Response Technologies.

What are the latest 2026 WHO
recommendations for the use of a
single-dose primaquine for P. vivax

malaria in children?
1015 AM

According to the World Health
Organization, primaquine is recommended
to prevent relapse of P. vivax malaria.

A single-dose regimen may be used in
certain settings, and it should only be
given after confirming normal G6PD
activity, especially in children.

What is new in the 2026 update
compared to the 2022 guidelines?

1016 AM v

I don't have access to the 2026 WHO
guidelines as my knowledge is up to
2024. The latest version | can reference
is the 2022 WHO malaria guidelines.
For the most up-to-date 2026
recommendations, please check the
official WHO website.

Knowledge cut-offs

41



Medical Assistant

What is the first-line treatment for
uncomplicated malaria in children
under 5 years old in our national

quidelines?
1AM v

For uncomplicated malaria in children
under 5 years old, the first-line treatment
is artemisinin-based combination therapy
(ACT), typically artemether-lumefantrine
for 3 days, as recommended in the
national malaria treatment guidelines.

Which section and guideline number
in the national guidelines states this

recommendation?
9428M &

This recommendation is stated in
Section 3.2, Guideline 3.2.1° of the
National Malaria Treatment Guidelines
(2023), which covers first-line treatment
for uncomplicated malaria in children
under 5 years old.

Hallucination

Laboratory for intelligent

Global Health & Humanitarian

Response Technologies.

Inference-time knowledge problem

What are the latest 2026 WHO
recommendations for the use of a
single-dose primaquine for P. vivax

malaria in children?
1015 AM

According to the World Health
Organization, primaquine is recommended
to prevent relapse of P. vivax malaria.

A single-dose regimen may be used in
certain settings, and it should only be
given after confirming normal G6PD
activity, especially in children.

What is new in the 2026 update
compared to the 2022 guidelines?

1016 AM v

I don't have access to the 2026 WHO
guidelines as my knowledge is up to
2024. The latest version | can reference
is the 2022 WHO malaria guidelines.
For the most up-to-date 2026
recommendations, please check the
official WHO website.

Knowledge cut-offs

ENGINEERING

Retrieval Augmented
Generation (RAG)

42



Inference-time knowledge problem

How Retrieval Augmented Generation (RAG) works

@ 2)

Generate query Document chunks
embedding with embeddings

Medical guideline

What is the treatment
documents

for tinea corporis
(ringworm)? l

Split into chunks
& compute embeddings

A

—»

{ $ Embedding model

v
EENEEEE N

Query embedding
(vector)

BT T |

chunk2 IR
chunk 3 [IEECTT]

Chunk 1 WT

[ ] Laboratory for intelligent
I Clobal Health & Humanitarian
Response Technologies.

// - \\
3)

Compute similarities

Query

embedding [ale (-

Similarity
score

—> Chunk1 [ 7] 072 —»
chunk2 W] o418

chunk3 [ 0.64

@

Select top-k chunks

Rank chunks by
similarity and select
topk (e.g. k= 3)

Top-k relevant chunks

Chunk 1 (0.72)
Chunk 3 (0.64)
Chunk 5 (0.56)

®

Feed query and
chunks to LLM
Prompt to LLM
Original query
+

Top-k retrieved chunks
(from medical guidelines)

Y

G

LLM

v

Generated response
with sources

ENGINEERING

43



ENGINEERING

Inference-time knowledge problem

How do we know RAG works well especially for medical use-cases?

Benchmarking Retrieval-Augmented Generation for Medicine

Guangzhi Xiong*', Qiao Jin“!, Zhiyong Lu®, Aidong Zhang*$
* Univeristy of Virginia
© National Library of Medicine, National Institutes of Health
{hhu4zu, aidong}@virginia.edu
{giao. jin, zhiyong.lu}@nih.gov

Abstract 2023; Anil et al., 2023; Touvron et al., 2023b; Sing-

hal et al., 2023a; Nori et al., 2023a), LLMs often

While large language models (LLMs) have generate plausible-sounding but factually incorrect

achieved smle—9f-lhe-arl p(erl'ormancern awide responses, commonly known as hallucination (Ji

g ;mfe of me&_ilcal guestion: answering (QA_) et al., 2023). Also, the training corpora of LLMs

(an] sks, they still face challenges with halluci- might not include the latest knowledge, such as
N nations and outdated knowledge. Retrieval- - o .

augmented generation (RAG) is a promising so- recent updatles of clinical gu.lde%mes. These 1ssn?es

% lution and has been widely adopted. Fowever, @ can be especially dangerous in high-stakes domains

[ RAG system can involve multiple flexible com- such as healthcare (Tian et al., 2024; Hersh, 2024).

" ponents, and there is\a lack ‘ff best practices By providing LLMs with relevant documents re-

N I:gfgglhe Opﬂm’l:lRAGsetﬁng‘ ‘for Vafim‘s‘ trieved from up-to-date and trustworthy collections,

[ ] Laboratory for intelligent
I Clobal Health & Humanitarian
Response Technologies. 4Ll



Inference-time knowledge problem

Retrievers
BM25

Contriever

SPECTER

MedCPT

Retrieval

Question

Indexing

Y LLMs N

GPT-4
GPT-3.5
Mixtral
Llama2

MEDITRON

PMC-LLaMA

Copora

PubMed
StatPearls
Textbooks
Wikipedia

MedCorp

Generation
-

‘ Answer
(

MedRAG toolkit

LICHT

Laboratory for intelligent
Clobal Health & Humanitarian
Response Technologies.
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Inference-time knowledge problem

[ 5 Datasets ] [ 7,663 Questions

Retrievers
BM25

Contriever

SPECTER

MedCPT

Retrieval

Question

Indexing

Y LLMs N

GPT-4
GPT-3.5
Mixtral
Llama2

MEDITRON

PMC-LLaMA

Copora

PubMed
StatPearls
Textbooks
Wikipedia

MedCorp

Generation
-

‘ Answer
(

MedRAG toolkit

LICHT

Laboratory for intelligent
Clobal Health & Humanitarian
Response Technologies.

] [2-4 Choices]

(5] MMLU-Med

evaluated on MedQA-US

MedMCQA
PubMedQA*
BioASQ-Y/N

Which of the following best

describes ... ?

A 72-year-old man comes to

the physicians ... ?

Axonal transport is:

valuable ... ?

Is medical hydrology the

same as Spa ...?

A/B/C/D

A/B/C/D

A/B/C/D

Is anorectal endosonography Yes /No/

Maybe

Yes / No

Medical Information Retrieval-
Augmented Generation Evaluation

(MIRAGE)

ENGINEERING
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ENGINEERING

Inference-time knowledge problem

[ 5 Datasets ] [ 7,663 Questions } [2-4 Choices}

Retrievers Indexing Copora MIRAGE Benchmark Dataset

LLM Method iy U-Med  MedQA. MedMCQA PubMedQA*  BioASQ-YN || A%
BM25 PubMed EE Which of the following best U-Med MedQA-US MedMCQA _ PubMedQ. 10ASQ-Y/N
LLMs MMLU'Med deeles . 7 A/B/C/D GPT-4 CoT 894400 8397100 6988071  39.60-210 8430+ 14 | 7344
Contriever GPT4 StatPearis (32k0613) MEDRAG 8724 101 8280106 666507  70.60 92,56+ 106 | 79.97
: — GPT-35 CoT 7291 6504+ 15 5525:077 3600 74275176 || 6069
SPECTER GPT-35 Textbooks MedQA-US A72‘£a;:y'gi$::sc°'ges © a/B/C/D (16k-0613) MEDRAG 754813 6661 =1% S804-07  67.40-210  9029+119 | 7157
e evaluated on roduced Mixtral CoT 7401 +1% 6410+ 1 5628077  3520-214 7751+ 10 | 6142
Medci) Mixtral Nilkipedia . p (8x7B)  MEDRAG  7585+1% 60.02+13 56420 6760 200 87544135 | 69.48
MedCorp S axonaltznzportlisy A/B/C/D Llama2 CoT 573915 4784 -1w 426007 4220 61.17 < 196 | 5024
Hamas (70B) MEDRAG ~ 5455 +15 4493 +1% 430840 5040 7395177 | 5338
Retrieval — MEDITRON  CoT 649214 SL69 10 46740 53.40 6845+ 157 | 57.04
MEDITRON | Generation [£75] PubMedaa* 2 a“meﬁ:]:g:?s“fg’aphy Y‘::a/y'::/ (70B) MEDRAG 6538 + 144 4957+ 140 52670 5640 7686 - 170 | 60.18
Question PMC-LLaMA | Answer - = PMC-LLaMA  CoT 5216415 4438+ 1% 46550 55.80 6311+ 10: || 5240
L J - (13B) MEDRAG 5253 151 425819 4829077 5600 6521190 || 52.92
Is medical hydrology the N

same as Spa ...?

MedRAG toolkit . _ . RAG can increase the performance
Medical Information Retrieval- of models

Augmented Generation Evaluation
(MIRAGE)

[ ] Laboratory for intelligent
I Clobal Health & Humanitarian
Response Technologies. 4L7
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Inference-time knowledge problem

MIRAGE Benchmark Dataset

Corpus  Retriever \/vii i Med MedQA-US MedMCQA PubMedQA* BioASQ-Y/N  Average
None None 7291 + 135 65.04 =134 5525077 36.00 +2.15 74.27 + 176 60.69
BM25 72.27 +1.36 55.49 +0.77 66.20 = 2.12 88.51 +1.28 69.23
Contriever 54.29 + 077 65.60 .12 85.44 + 142 68.20
PubMed  SPECTER 73.19 + 134 65.20 + 1.34 54.80 223 75.73 £1.72 64.41
(23.9M) MedCPT 73.09 + 1.34 66.69 + 132  54.94 077 66.40 011 85.76 + 1.41 69.38
RRF-2 75.57 £ 130 64.34 134 5534 1077 69.00 + 207 87.06 + 1.35 70.26
RRF-4 73.37 £ 134 64.73 +134 5475 077 67.20 +2.10 88.51 +1.28 69.71

BM25 | 6567 +133 54.89 £077

Contriever ~ 73.28 =134 | 6748 L1851 5424 L 077

StatPearls SPECTER 73.74 £1.33 64.73 + 134
(301.2k) MedCPT 72.82 +1.35 64.89 + 134 54.17 + 077
RRF-2 72.64 +135 65.67 +1.33 54.63 +0.77

RRF-4 73.83 £1.33 65.12 + 134 [SSISIEE00

27.60 + 2.00
28.80 -+ 2.03

30.00 +2.05
30.60 206

BM25 74.66 + 1.32 66.54 +1.32 | 54.05£077

Contriever ~ 74.10 + 1.33 67.16£132" 54.53 +077

Textbooks SPECTER 72.82 +1.35 67.40 -« 151
(125.8k) MedCPT 74.93 + 1.31 66.22 +1.33 54.41 077
RRF-2 T6I68EEBEN 6591 +133  54.79 077

30.20 +2.05

29.20 + 2.03
31.00 +2.07

RRF-4 75.76 + 130 66.06 +133 5556 +0.77 30.40 +2.06 57.69
BM25 73.37 £ 134 71.36 +1.82 57.74
Contriever ~ 74.10 + 1.33 69.90 + 1.85 58.08

Wikipedia SPECTER | 72.18 & 16 66.83 - 1.89
(299M)  MedCPT | 7199 1| 65.12=13: 5515=077 = 29.00 4205  7346=178 5895
RRF-2 74.20 +1.33 64.57 £134 54.72 +077 31.00 +2.07 76.21 +1.711 60.14
RRF-4 73.19 +1.34 64.96 + 134 | 54.53 077 31.00 +2.07 72.01 +1.381 59.14
BM25 73.65 + 134 6591 +133  56.78 £077 66.20 - .12 87.70 £ 132 70.05
Contriever ~ 7548 + 130 | 6410 © 130 56.11 +077 6240 =217 84.95 +1.44 68.61
MedCorp SPECTER 74.38 +1.32 65.44 +133 | 54.41 £077 55.80 +2.22 73.14 +1.78 64.63
(65.3M) MedCPT 7475 +1.32 6740 - 11 55.85 +0.77 66.40 011 85.92 + 1.40 70.06
RRF-2 73.74 +£1.33 67.24 - 132 56.08 +0.77 67.80 000 88.19 + 130 70.61
RRF-4 75.48 + 130 66.61 - 132  58.04 076 67.40 - 10 90.29 £ 1.19 ST

[ ] Laboratory for intelligent
I Clobal Health & Humanitarian
Response Technologies.

However, BEWARE . ..

The corpus as well as the retrieval approach can affect
performance
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Inference-time knowledge problem

MIRAGE Benchmark Dataset H
; —_— owever, BEWARE . ..
Corpus  Retriever \/vii i Med MedQA-US MedMCQA [ PubMedQA* YBioASQ-Y/N  Average ’
None None 7291 + 135 65.04 + 134 5525 +077 36.00 +2.15 74.27 + 1.76 60.69
BM25 (22 et 55.49 +0.77 66.20 = 2.12 88.51 £ 1.28 69.23 i
PR 5349 o7 | €023 The corpus as well as the retrieval approach can affect

PubMed [JSPECTER 73.19 134 65.20 + 1.34
(23.9M) MedCPT 73.09 +1.34 66.69 £132 54.94 +0.77
RRF-2 75.57 £ 130 64.34 134 5534 1077
RRF-4 73.37 £ 134 64.73 +134  54.75 +077

BM25 RN 6567 +133 54.89 +077 |[JP2T60EE00
Contriever ~ 73.28 4 1.34 67.48 151 54.24 077 28.80 -+ 2.03

54.80 + 223 75.73 £1.72 64.41 performance

66.40 = 011 85.76 + 1.41 69.38
69.00 + 207 87.06 + 1.35 70.26
88.51 +1.28 69.71

“BOIo MedCPT  T2g2:is 6459 ra sarron 260 Regarding how corpus can affect RAG, look at how
BV o eraliptbel e performance for PubMedQA improves when the documents
BM25 74.66 - 132 6654+ 13 | 5405%£077 3020 +205 57.10 used for RAG are from PubMed.
Contriever ~ 74.10 +133 ~ 67.16 + 152 54.53 077 | 26.60 & 198

Textbooks SPECTER 72.82 +1.35 67.40 -« 151
(125.8k) MedCPT 74.93 + 1.31 6622 +133 5441 +077 29.20 +2.03
RRF-2 [J6I68EERN 6591 +133  54.79 £077 31.00 + 2,07

RRF-4 75.76 + 130 66.06 +133 5556 +0.77 30.40 +2.06

BM25 73.37 £ 134
Contriever ~ 74.10 + 1.33 65.99 + | 69.90 + 1.85 58.08

Wikipedia SPECTER 72.18 £ 1.36 66.83 - 1.89
(299M)  MedCPT | 7199 1| 65.12=13: 5515=077 = 29.00 4205  7346=178 5895
RRF-2 74.20 +1.33 64.57 £134 54.72 +077 31.00 +2.07 76.21 +1.711 60.14
RRF-4 73.19 +1.34 64.96 + 134 | 54.53 077 31.00 +2.07 72.01 +1.381 59.14

BM25 73.65 + 134 6591 +133  56.78 £077 66.20 - .12 87.70 £ 132 70.05

Contriever 7548 + 130 GAOEIEE 56.11 +o077 62.40 =217 84.95 + 144 68.61

MedCorp SPECTER 74.38 +1.32 65.44 +133 | 54.41 £077 55.80 +2.22 73.14 +1.78 64.63
(65.3M) MedCPT 7475 +1.32 6740 - 11 55.85 +0.77 66.40 011 85.92 + 1.40 70.06
RRF-2 73.74 +£1.33 67.24 - 132 56.08 +0.77 67.80 000 88.19 + 130 70.61

RRF-4 75.48 + 130 66.61 - 132  58.04 076 67.40 - 10 90.29 £ 1.19 ST
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Inference-time knowledge problem

MIRAGE Benchmark Dataset

Corpus  Retriever \/vii i Med MedQA-US MedMCQA PubMedQA* BioASQ-Y/N  Average
None None 7291 +135 65.04 £ 134 5525+077 36.00 +2.15 74.27 +1.76 60.69
BM25 72.27 +1.36 55.49 +0.77 66.20 = 2.12 88.51 +1.28 69.23
Contriever 54.29 + 077 65.60 .12 85.44 + 142 68.20
PubMed SPECTER  73.19 £134¢ 6520 =134 [NS3HM2N 54.80 £ 223 75.73 £ 1.72 64.41
(23.9M) MedCPT 73.09 + 1.34 66.69 + 132  54.94 077 66.40 011 85.76 + 1.41 69.38
RRF-2 75.57 £ 130 64.34 134 5534 1077 69.00 + 207 87.06 + 1.35 70.26
RRF-4 73.37 £ 134 64.73 +134 5475 077 67.20 £ 2.10 88.51 +1.28 69.71

BM25 | 6567 +133 54.89 £077

Contriever 7328 £1.34 6748131 54.24 077

StatPearls SPECTER 73.74 £1.33 64.73 + 134
(301.2k) MedCPT 72.82 +1.35 64.89 + 134 54.17 + 077
RRF-2 72.64 +135 65.67 +133  54.63 +£0.77

RRF-4 73.83 £1.33 65.12 + 134 [SSISIEE00

27.60 + 2.00
28.80 + 203

27.60 =+ 2.00
30.00 +2.05
30.60 - 2.06

BM25 74.66 + 1.32 66.54 +1.32 | 54.05£077

Contriever ~ 74.10 + 1.33 67.16£132" 54.53 +077

Textbooks SPECTER 72.82 +1.35 67.40 -« 151
(125.8k) MedCPT 74.93 + 1.31 66.22 + 1.33 54.41 ~ 077
RRF-2 T6I68EEBEN 6591 +133  54.79 077

30.20 +2.05

29.20 + 2.03
31.00 +2.07

RRF-4 75.76 + 130 66.06 +133 5556 +0.77 30.40 +2.06 57.69
BM25 73.37 £ 134 71.36 +1.82 57.74
Contriever ~ 74.10 + 1.33 65.99 + | 69.90 + 1.85 58.08

Wikipedia SPECTER 72.18 £ 1.36 66.83 - 1.89
(299M)  MedCPT | 7199 10| 65.12=13: 55.15=0. 29.00 + 205 7346178 5895
RRF-2 74.20 +1.33 64.57 £134 54.72 +077 31.00 +2.07 76.21 +1.711 60.14
RRF-4 73.19 +1.34 64.96 + 134 | 54.53 +£077 31.00 +2.07 72.01 +1.381 59.14
BM25 73.65 + 134 6591 +133  56.78 £077 66.20 - .12 87.70 £ 132 70.05
Contriever 7548 + 130 64.10 © 134 56.11 +077 62.40 =217 84.95 + 144 68.61
MedCorp | SPECTER 74.38 +1.32 65.44 +133 | 54.41 £077 55.80 +2.22 73.14 +1.78 64.63
(65.3M) MedCPT 7475 +1.32 6740 - 11 55.85 +0.77 66.40 011 85.92 + 1.40 70.06
RRF-2 73.74 +£1.33 67.24 - 132 56.08 +0.77 67.80 000 88.19 + 130 70.61
RRF-4 75.48 + 130 66.61 132 58.04 07 67.40 .10 90.29 + 1.19 ST

[ ] Laboratory for intelligent
I Clobal Health & Humanitarian
Response Technologies.

However, BEWARE . ..

The corpus as well as the retrieval approach can affect
performance

Regarding how corpus can affect RAG, look at how
performance for PubMedQA improves when the documents
used for RAG are from PubMed.

Also look at how combining all of the documents into one
corpora led to an overall jJump in performance across the
benchmark
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Inference-time knowledge problem

76+ MMLU-Med 67 MedQA-US MedMCQA PubMedQA* BioASQ-Y/N
' s Pash Also beware...
80
68 2e1 2e3 2e5 e 2e1 2e3 2e5 7 2el 2e3 2e5 % 2e1 2e3 2e5 70 2el 2e3 2e5 RetrIeVIng more Chunks Can help up to a
#Snippets #Snippets #Snippets #Snippets #Snippets

point, but too many can introduce noise
and hurt performance.

[ ] Laboratory for intelligent
I Clobal Health & Humanitarian
Response Technologies.
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Inference-time knowledge problem

PubMedQA* - BioASQ-Y/N
801
)
S 751 921
>
8 70_
<C
90|
65
1-6  7-12 13-18 1-8 9-16 17-2425-32

Position of Ground Truth

Figure 4: The relations between QA accuracy and the
position of the ground-truth snippet in the LLM context.

LICHT

Laboratory for intelligent

Global Health & Humanitarian

Response Technologies.

Position of Ground Truth

And also ...

The position of useful chunks in top-k
chunks returned matter

ENGINEERING
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Output verification problem

LICHT

Medical Assistant
4 al guidaine

What could this skin condition be

and how should it be managed?

This image is most consistent with
tinea corporis (ringworm), a common
fungal skin infection.

Management:

« Apply a topical antifungal cream
(e.g., clotrimazole 1%) to the affected
area twice daily for 2-4 weeks.

« Keep the area clean and dry.

+ Avoid sharing towels or clothing.

« Seek clinical review if there is no
improvement after 4 weeks, if the
rash is widespread, or if there are
signs of secondary bacterial infection
(increasing redness, pain, or pus).

Sources

B WHO.Guldokneorthe managament
of skin fungal infections. 2023,

@

BMJ Best Practice. Tinea corporis
(Qverview and Management).
Updated 2022.

Laboratory for intelligent
Clobal Health & Humanitarian
Response Technologies.

Even after training the model better and
giving it access to more information, can we
verify what it actually says?

ENGINEERING

53



utput verification problem

Medical Assistant
@ Based on clinical guideiine

What could this skin condition be
and how should it be managed?

This image is most consistent with
tinea corporis (ringworm), a common
fungal skin infection.

Management:

« Apply a topical antifungal cream
(e.g., clotrimazole 1%) to the affected
area twice daily for 2-4 weeks.

« Keep the area clean and dry.

« Avoid sharing towels or clothing.

« Seek clinical review if there is no
improvement after 4 weeks, if the
rash is widespread, or if there are
signs of secondary bacterial infection
(increasing redness, pain, or pus).

Sources

B WO.Gudoineforthe managament 1,
of skin fungal infections. 2023,

BMJ Best Practice. Tinea corporis
(Qverview and Management).
Updated 2022.

Laboratory for intelligent
Clobal Health & Humanitarian
Response Technologies.

Even after training the model better and
giving it access to more information, can we
verify what it actually says?

MedScore: Generalizable Factuality Evaluation of Open-ended Long-form
Medical Answers by Domain-adapted Claim Decomposition and
Verification

Heyuan Huang and Alexandra DeLucia and Vijay Murari Tiyyala and Mark Dredze
Center for Language and Speech Processing
Johns Hopkins University
Baltimore, MD 21218, USA
{hhuan134, aadelucia, vtiyyall, mdredze}@jhu.edu

Abstract

While Large Language Models (LLMs) can
generate fluent and convincing responses, the;
are not necessarily correct.

into “atomic facts” and then verified against a
knowledge source (Min et al., 2023).

e popular FActScore framework
(Min et al., 2023) exemplifies this approach, which
uses LLMs to both decompose and verify claims.
Subsequent work has shown the importance of the

n lid clain y

is especially important for medical answers,
since incorrect medical information could se-
riously harm the patient. However, existing
factuality systems are a poor match for the
medical domain, as they are typically only eval-

d sition step, as the ability to correctly de-
compose a generation into atomic facts directly
influences the resulting factuality score (Wanner
et al., 2024). Existing frameworks have been evalu-
ated almost exclusively on biographical data, where

ENGINEERING
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Output verification problem

) ) UserQuestion

ﬁ . | have asthma...... | am a massage therapist and | have a cyst in both wrists that really start to hurt towards the end of the week. | am finally in the
= \:,') position to be able to have them removed......but | do want to make sure that potential recovery wont be too long.
| M

Chatbot Response
...Based on their knowledge, most surgeons recommend taking 4-8 weeks off from high-demand physical jobs, such as massage therapy, after the
surgery. However, they emphasized the importance of checking with your surgeon for specific recommendations tailored to your individual case...

The chatbot response is separated into individual ser e Verify
Each fact is verified against Top10 retrieved medical passages from a
Based on their knowledge, most surgeons recommend medical corpus and assigned a score of 0 if it’s True or 1if it’s False by an
Sentence taking 4-8 weeks off from high-demand physical jobs, LLM.

such as massage therapy, after the surgery.
Answer the question based on the given context.

“PubMed Title 1"
An LLM is provided with examples to show how to Passage Snippet 1
D p d pose a sentence into atomic facts. “PubMed Title 2"
l Passage Snippet2...
. Input: Most surgeons recommend taking 4-8 weeks off from high-demand
* Most surgeons recommend taking 4-8 weeks off . | il jobs after ganglion removal surgery. True or False?
from high-demand physical jobs after ganglion
Atomic Facts removal surgery. Output: False. {Passage Snippet} mentions that ..., but it does not

specify a general recommendation for taking 4-8 weeks off from
high-demand physical jobs.

¢ High-demand physical jobs include massage
therapy.

[ ] Laboratory for intelligent
I Clobal Health & Humanitarian
Response Technologies.
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Questions?
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Building intelligent Global Health and
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Thank You

Except where otherwise indicated, original content in
this presentation is © 2026 Hartley, Keitel, Klein, Sasu,
Suttels, Arni, Kesmen, Nemo and licensed under CC BY
4.0:

Third-party materials are excluded from this license and
remain subject to their indicated rights.
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